
Stat 61S Fall 2015 Assignment 9 - due Tuesday, Nov. 17 by 2pm

Readings: Rice 9.1-9.5

1. A test for Lyme disease is positive with probability 0.9 for a person who has Lyme, and is

negative with probability 0.95 for a person who does not have Lyme. Let θ represent the

“state of nature”, with θ = θ1 indicating a person has Lyme disease, and θ = θo indicating no

Lyme. The data come from the test result, with X = 1 indicating a positive test and X = 0

a negative test.

a) The likelihood function is the probability of the observed value X, treated as a function

of θ: L(θ) = P (X = x|θ), for θ = θo or θ1 (and for possible data values x = 0 or x = 1).

Find the value of the likelihood ratio L(θo)/L(θ1) for the two possible data values X = 0

and X = 1.

b) Explain how the decision rule “treat for Lyme disease if the test is positive, otherwise

don’t treat for Lyme” is a likelihood ratio test with significance level α = 0.05.

c) Individuals with different experiences and symptoms may have different subjective beliefs

about their probability of having Lyme disease (prior to taking the test). For a person

who tests positive for Lyme (X = 1) compare the posterior odds if the prior probability

is P (θ = θo) = 0.99 and if P (θ = θo) = 0.5. Also find the implied conditional probability

of having Lyme P (θ = θ1|X = 1) in each case.

2. In our ESP test example we did a 1-sided test of Ho : θ = 0.2 vs. H1 : θ > 0.2. We found

that, with n = 100 trials and α = 0.05, the power of our test to detect a person with θ = 0.3

is about 0.78. Find the smallest sample size n that will give power of at least 0.9 for θ = 0.3

and α = 0.05. You do not need to use the continuity correction (i.e., you may treat the

sample proportion θ̂ as if it is a continuous Normal random variable). Keep in mind that the

standard deviation of θ̂ changes with n, as does the rejection region for the test.

3. In a study of human body temperatures, Fahrenheit body temperatures were measured for

a representative random sample of n = 64 healthy adult female subjects. The average tem-

perature was x̄ = 98.36◦F with a sample standard deviation of s = 0.68◦F . Assume that the

distribution of temperatures in the population is close to Normal.

a) Earlier we assumed a known value for σ. Now that we have learned about the t distribu-

tion, we may use the estimated standard deviation s. Find the 95% and 99% confidence

intervals for the mean temperature µ using the estimated standard deviation s = 0.68◦F .

Note: for degrees of freedom values not listed in Table 4, use the next smallest df value

(claiming fewer degrees of freedom than you have gives a conservative interval estimate).

b) Use Table 4 to find a range for the p-value for testing Ho : µ = 98.6 vs. H1 : µ 6= 98.6

(i.e., a lower and upper bound on the p-value). Use the largest degrees of freedom value

in the table that is less than or equal to the actual value. Explain how your p-value is

consistent with your confidence intervals in part a.



4. Suppose X1, . . . , Xn
i.i.d.∼ Unif(0, θ). Consider testing Ho : θ = 1 vs H1 : θ = 2. Define a

likelihood ratio test that has significance level α = 0. Also give the power of this test when

n = 1.

5. For X1, . . . , Xn
i.i.d.∼ Poisson(θ), show that the Likelihood ratio test of Ho : θ = θo vs. H1 : θ =

θ1 rejects for small values of X̄ if θ1 < θo, and for large values of X̄ if θ1 > θo. Explain why

these tests are Uniformly Most Powerful for testing against H1 : θ < θo or H1 : θ > θo.

6. For X1, . . . , Xn
i.i.d.∼ Binomial(1, θ), show that the GLR test of Ho : θ = 0.5 vs. H1 : θ 6= 0.5

rejects for values of θ̂ =
∑
Xi/n with |θ̂ − 0.5| > c, with the constant c determining the

significance level α. Find the smallest c that gives α < 0.05 when n = 10.

7. (2 points) Beer stores in Pennsylvania only sell beer by the case. One of my colleagues

suggested that one benefit is that beer is less expensive in PA. To test this theory, consider

the price per case, recorded in December 2005, for n = 12 popular beers at Rite Buy in

Pennsylvania and at Total Wine in Delaware (where beer is also sold in 6-packs and 12-packs,

and isn’t taxed).

Beer name Total Wine (DE) Rite Buy (PA) Difference
Price in $ Price in $ (PA - DE)

Yuengling 13.99 18.59 4.60

Rolling Rock 13.99 19.19 5.20

Coors 16.38 18.99 2.61

Budweiser 18.99 18.59 -0.40

Fosters 19.98 23.99 4.01

Pete’s 21.98 22.19 0.21

Dock Street 22.99 21.99 -1.00

Dos Equis 23.98 26.59 2.61

Newcastle 21.48 29.99 8.51

Sierra Nevada 22.98 29.99 7.01

Corona 23.98 30.19 6.21

Victory 27.99 28.29 0.30

Average 20.73 24.05 x̄ = 3.32

sample SD 4.26 4.76 s = 3.12

a) We are interested in estimating µdiff, the mean difference in price for a case of beer in

PA vs. DE. The matched pairs t procedures are useful for paired data such as these.

While the two lists of prices are not independent (due to the fact that some beer brands

would be more or less expensive than others in any state) it may be reasonable to treat

the price differences as a set of n = 12 independent values with mean µdiff and some

standard deviation σdiff. Assuming the distribution of differences is not too far from

Normal to invoke the CLT with n = 12, find an approximate 99% CI for µdiff. What does

this suggest about the price differences?

b) With this small sample size (n = 12) it may not be appropriate to use a t test or CI for

these data. The sign test is an alternative test that only assumes the differences are

iid with some constant probability θ of being positive. We may then treat the number



of positive differences Y as a Binomial(n, θ) random variable, and test Ho : θ = 0.5,

implying there is no systematic trend for one state or the other to have higher prices, vs.

H1 : θ 6= 0.5, implying that there is a systematic trend. Use the Binomial probability

function to find the exact p-value for this test.

8. A Taste of Bayes (2 points)

You have determined that different individuals in a population have different “success” prob-

abilities θ for some measurement (e.g., getting a correct answer on a test item) and that the

distribution of individual θ’s is approximately Beta(a, b). You wish to estimate θ for an in-

dividual selected randomly from the population by generating X1, . . . , Xn
i.i.d.∼ Binomial(1, θ)

for this individual. You want to make use of the assumed prior distribution θ ∼ Beta(a, b).

Let Y =
∑
Xi, so Y | θ ∼ Binomial(n, θ).

a) The posterior distribution for θ is the conditional distribution of θ, given the value

of the sufficient statistic Y =
∑
Xi:

fθ|x(θ |Y = y) =
P (Y = y | θ)p(θ)∫∞

−∞ P (Y = y | θ)p(θ) dθ
∝ P (Y = y | θ)p(θ), 0 ≤ θ ≤ 1.

Write out the posterior density, up to a multiplicative constant. Use this to identify the

conditional distribution of θ, given you observed X = x successes in n iid Bernoulli(θ)

trials, assuming θ ∼ Beta(a, b). You do not have to do the integral in the denominator in

order to see the functional form (the “kernel”) of the density fθ|x(θ |Y = y). The value

of the integral is P (Y = y), unconditional on θ, and does not depend on θ. So it is part

of the normalizing constant.

b) A baseball player has n at-bats against a particular pitcher. We might model the dis-

tribution of the number of hits Y as Binomial(n, θ). Imagine the player was randomly

selected from a population of players with probabilities that follow a Beta(a,b) distribu-

tion. If X ∼ Beta(a, b), then E(X) = a/(a+ b). If the player gets y hits in n attempts,

what is the MLE θ̂? What is the posterior mean of θ? Notice that a and b act as “prior

successes” and “prior failures” in the posterior mean calculation.

c) The Plus-4 interval is a compromise between the conservative and unconservative 95%

confidence intervals for a Binomial probability θ. It works by adding 2 “successes”

(1’s) and 2 “failures” (0’s) to your data before computing the usual unconservative 95%

confidence interval (based on the n+ 4 “data” values). This construction yields intervals

that tend to be narrower than the conservative interval, and have closer to nominal

coverage rates than the unconservative interval. As an example, imagine you spin a coin

n = 16 times independently and get Y = 16 heads. Find the conservative, unconservative

and Plus-4 approximate 95% confidence intervals for θ (recognizing that any probability

must be between 0 and 1).

d) The plus-4 interval is very close to the Bayesian interval you would get if you assume

prior distribution θ ∼ Beta(2, 2). Sketch the Beta(2, 2) pdf and explain why this would



be a reasonable generic prior distribution to assume for Binomial outcomes where you

are quite certain the probability θ is not 0 or 1, or arbitrarily close to 0 or 1.


